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Outline: Review of ML

• Classification and Regression

• Gradient descent for training models

• Deep learning

– Neural networks architectures

– Feed-forward neural networks

– Convolutional networks

• Large Language Models (LLMs)

– Transformers and self-attention

– GPT-2 architecture
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Supervised Learning: Regression
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Supervised learning

• Training data

– 𝑥𝑖 = [𝑥𝑖,1, … 𝑥𝑖,𝑑]: vector of features
– 𝑦𝑖: labels 

• Models (hypothesis)
– Example: Linear model 

• ℎ𝜃 𝑥 = 𝜃0 + 𝜃1𝑥

• Loss function
– Error function to minimize during training

• Training algorithm
– Training: Learn model parameters 𝜃 to minimize objective
– Output: “optimal” model according to loss function

• Testing
– Apply learned model to new data 𝑥′ and generate prediction ℎ 𝑥′
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Linear Classifiers

ℎ𝜃 𝑥 = 𝑓(𝜃𝑇𝑥)
For example 𝑓 = sign:
• If 𝜃𝑇𝑥 > 0 classify “Class 1”
• If 𝜃𝑇𝑥 < 0 classify “Class 0”
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Linear vs Non-Linear Classifiers
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Logistic Regression 

Logistic Regression is a linear classifier!

𝑌 = 1 if

𝑌 = 0 if
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Cross-Entropy Loss

min
𝜃

𝐽 𝜃

𝐽 𝜃 = − ෍

𝑖=1

𝑁

[𝑦ilog ℎ𝜃(𝑥𝑖) + (1 − 𝑦𝑖)log 1 − ℎ𝜃 𝑥𝑖 ]

• Standard loss function for binary classification 
• Derived from Maximum Likelihood Estimation (MLE)
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Softmax classifier

• Predict the class with highest probability
• Generalization of sigmoid/logistic regression to multi-class
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How to Train ML Models?
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Goal: find 𝜽 to min 𝐽(𝜽) 



Gradient Descent
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Goal: find 𝜽 to min 𝐽(𝜽) 



Gradient Descent

• Gradient = slope of line tangent to curve
• Function decreases faster in negative direction of gradient

Vector update rule:  𝜃 ← 𝜃 − 𝛼
𝜕𝐽(𝜃)

𝜕𝜃
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Deep Learning: End-to-End Representation Learning
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Deep Learning
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Neural Network Architectures

Feed-Forward Networks
• Neurons from each layer 

connect to neurons from 
next layer

Convolutional Networks
• Includes convolution layer 

for feature reduction
• Learns hierarchical 

representations

Recurrent Networks
• Keep hidden state
• Have cycles in 

computational graph 16



The Perceptron
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Feed-Forward Neural Network
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Feed-Forward Neural Network
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Layer Operations

𝑧[1] = 𝑊[1]𝑥 + 𝑏[1] 𝑎[1] = 𝑔(𝑧 1 )

Linear Non-Linear 20



Activation Functions

Binary 
Classification

Intermediary 
layers

Regression
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Sigmoid Softmax
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Convolutional Nets

• Particular type of Feed-Forward Neural Nets 
– Invented by [LeCun 89]

• Applicable to data with natural grid topology
– Time series

– Images 

• Use convolutions on at least one layer
– Convolution is a linear operation that uses local information 

– Also use pooling operation

– Used for dimensionality reduction and learning hierarchical feature 
representations for computer vision
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Image Representation

• Image is 3D “tensor”: height, width, color 
channel (RGB)

• Black-and-white images are 2D matrices: 
height, width

– Each value is pixel intensity
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The Convolution Operation
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The Convolution Operation
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The Convolution Operation
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CNNs for Classification
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CNNs for Classification: Feature Learning
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CNNs for Classification: Class Probabilities
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LeNet 5

31



History
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How to train Neural Networks?

• Backpropagation algorithm

• David Rumelhart, Geoffrey Hinton, Ronald Williams. "Learning 
representations by back-propagating 
errors". Nature. 323 (6088): 533–536. 1986

• Applicable to both FFNN and CNN

• Extension of Gradient Descent to multi-layer neural networks  
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Training Neural Networks

• Training data 𝑥1, 𝑦1, … 𝑥𝑁, 𝑦𝑁

• One training example 𝑥𝑖 = 𝑥𝑖1, … 𝑥𝑖𝑑 , label 𝑦𝑖

• One forward pass through the network
– Compute predictionෝ 𝑦𝑖 = ℎ(𝑥𝑖)

• Loss function for one example

– 𝐿 ො𝑦, 𝑦 = −[ 1 − 𝑦 log 1 − ො𝑦 + 𝑦 log ො𝑦]

• Loss function for training data

– 𝐽 𝑊, 𝑏 =
1

𝑁
σ𝑖 𝐿 ( ෝ𝑦𝑖 , 𝑦𝑖)

Cross-entropy loss
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GD for Neural Networks

• Initialization

– For all layers ℓ

• Initialize 𝑊[ℓ], 𝑏[ℓ]

• Backpropagation

– Fix learning rate 𝛼

– For all layers ℓ (starting backwards)

• 𝑊[ℓ] = 𝑊[ℓ] − 𝛼 σ𝑖=1
𝑁 𝜕𝐿( ො𝑦𝑖,𝑦𝑖)

𝜕𝑊 ℓ

• 𝑏[ℓ] = 𝑏[ℓ] − 𝛼 σ𝑖=1
𝑁 𝜕𝐿( ො𝑦𝑖,𝑦𝑖)

𝜕𝑏 ℓ
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GD for Neural Networks

• Initialization
– For all layers ℓ

• Set 𝑊[ℓ], 𝑏[ℓ]at random

• Backpropagation
– Fix learning rate 𝛼

– Repeat
• For all layers ℓ (starting backwards)

• 𝑊[ℓ] = 𝑊[ℓ] − 𝛼 σ𝑖=1
𝑁 𝜕𝐿( ො𝑦𝑖,𝑦𝑖)

𝜕𝑊 ℓ

• 𝑏[ℓ] = 𝑏[ℓ] − 𝛼 σ𝑖=1
𝑁 𝜕𝐿( ො𝑦𝑖,𝑦𝑖)

𝜕𝑏 ℓ

This is 
expensive!
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Mini-batch Stochastic Gradient Descent
• Initialization

– For all layers ℓ
• Set 𝑊[ℓ], 𝑏[ℓ] at random

• Backpropagation
– Fix learning rate 𝛼

– Repeat
• For all layers ℓ (starting backwards)

– For all batches b of size B with training examples 𝑥𝑖𝑏, 𝑦𝑖𝑏

 𝑊[ℓ] = 𝑊[ℓ] − 𝛼 σ𝑖=1
𝐵 𝜕𝐿( ො𝑦𝑖𝑏,𝑦𝑖𝑏)

𝜕𝑊 ℓ

𝑏[ℓ]= 𝑏[ℓ] − 𝛼 ෍

𝑖=1

𝐵

𝜕𝐿( ො𝑦𝑖𝑏, 𝑦𝑖𝑏)

𝜕𝑏 ℓ
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New Trend in AI: Foundation Models

On the Opportunities and Risks of Foundation Models
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Training LLMs

Please write a thank

Large Language 
Model (LLM)

you

Context: Sequence of words

help me

Predict next word
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Training LLMs

Please write a thank

Large Language 
Model (LLM)

you

Context: Sequence of words

help me

Predict next word message
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Training LLMs

Please write a thank

Large Language 
Model (LLM)

you

Context: Fixed-size Sequence of words / tokens

help me

Predict next word / token

message

for a friend
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Tokenization



Autoregressive Language Models

Please write a thank youhelp me

Maximize likelihood of                given context
Training

Objective
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𝑥1 𝑥𝑖−1
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Autoregressive Language Models

Please write a thank youhelp me

Maximize likelihood of                given context
Training

Objective

44

𝑥1 𝑥𝑖−1
𝑥𝑖

max

Likelihood

𝑝θ



Autoregressive Language Models

Please write a thank youhelp me

Maximize likelihood of                given context

• Usually, when training a model, we minimize loss function
• Loss function is perplexity: exp of negative log likelihood of tokens given context
• Train with backpropagation

Training
Objective
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𝑥1 𝑥𝑖−1
𝑥𝑖

Perplexity loss 
function

min 𝑝θ𝐿 𝜽 = 𝐞𝐱𝐩 [ ]



Generating Text

Sampling strategies for next token generation:
• Greedy: Get the most probable token (has low diversity)
• Top-k: Sample from top-k with highest likelihood by re-normalizing the 

probabilities 
• Beam search: Keep a number of most likely sequences and then select 

highest probability
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Greedy search
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Beam search
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Top-k Sampling
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LLM Architectures
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Transformer Models
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• Token embedding: Represent tokens as numerical vectors 
• Self-Attention: Automatically learn which tokens in context are most relevant
• Training: Standard backpropagation to learn probability of next token
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email
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Encoding Language
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Intuition of Attention
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Attention
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Attention Definition
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Attention
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